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A G E N D A

What we'll cover

1 Why unfolding — and why OmniFold

Detector effects, classical binned methods, and their limits

2 How the algorithm works

Classifiers as density-ratio estimators; the two-step iterative loop

3 The omnifold package, live

pip install omnifold, and a real toy closure test trained for this talk

4 Case study: coherent J/ψ in ALICE UPC data

Full pipeline walkthrough, with real code from this repo

5 Run it yourself

Setup, checklist, and how to extend it to your own analysis

~40–45 minutes, 30 slides — the extended cut.  All code shown is copied verbatim (or lightly condensed) from this repository. The case-study slides pause for you 
to run cells live in your own notebook.
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M O T I V A T I O N

Detectors distort what we measure

The problem

1 Finite resolution
smears an observable across neighboring bins — “migration.”

2 Finite efficiency & acceptance
some true events are never reconstructed at all.

3 Backgrounds & fakes
contaminate the reconstructed sample with non-signal events.

Reco-level spectra are not particle-level (truth) spectra — but theory, 
and other experiments, live at particle level.

The classical toolbox

▪ Bin-by-bin correction factors

▪ Matrix inversion of the response matrix

▪ Regularized methods: SVD unfolding

▪ Iterative Bayesian Unfolding (D’Agostini)

All are binned and need a regularization choice. Cost grows 
combinatorially with the number of simultaneous observables 
(binsNdim) — fully differential measurements become impractical.
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M O T I V A T I O N

Simulation runs forward. Unfolding runs it back.
F ORWARD — THE  SIM ULATION  C HAIN ( THIS  IS  WHAT MC  G ENE RATORS +  GE AN T DO)

Theory /
truth →

Hard
process →

Shower +
hadronize →

Detector
response →

Reconstructed
events

IN VER SE — OMN IFOL D E STIMATE S PARTICLE LEV EL DIRECTL Y FROM RECON STR UCTED EVE NTS

Particle level (truth)

Sharp diffractive dip pattern — the physics you want

Detector level (reco)

Same events, smeared and thinned — the dips are washed out
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T H E  M E T H O D

OmniFold: unbinned unfolding via reweighting

Andreassen, Komiske, Metodiev, Nachman, Thaler  — Phys. Rev. Lett. 124, 182001 (2020)  ·  arXiv:1911.09107

▪ An iterative, ML-based generalization of Iterative Bayesian Unfolding (D’Agostini) to the unbinned, high-dimensional case

▪ No response matrix, no explicit regularization choice — instead: repeatedly reweight simulation with a trained classifier

Uni-Fold

the 1D, binned-equivalent case

Multi-Fold

many observables at once, unbinned

Omni-Fold

the general method — reweight anything, 
together

The name nods to Emily Dickinson’s poem #975 — “His observation omnifold, His inquest, everywhere.”
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H O W  I T  W O R K S

The core trick: classifiers estimate density ratios

▪ Train a classifier to tell sample A apart from sample B. At the optimum, its output f(x) → p_B(x) / (p_A(x) + p_B(x))

▪ Then weight(x) = f(x) / (1 − f(x)) = p_B(x) / p_A(x)  — the likelihood ratio between the two samples

Why a classifier at all?  Neyman–Pearson lemma:  the likelihood ratio is the mathematically optimal statistic for telling two distributions apart — exactly what a well-trained 
binary classifier converges to.

Sample A + Sample B

e.g. simulated reco vs. measured data 
reco

Classifier

trained to discriminate A from B

weight(x) = f / (1−f)

the learned likelihood ratio

A, reweighted ≈ B

no binning of x, ever

This works for any dimensionality of x — the classifier just sees a feature vector. That single fact is what lets OmniFold skip binning entirely and unfold 
many observables at once (more on slide 12).
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H O W  I T  W O R K S

Two-step iterative loop: pull, then push
STEP  1 — PULL   (reco level)

Sim reco  vs.  Data reco Classifier 1

learns f(x) → the reco-level likelihood 
ratio

Sim reco, reweighted pull weights

sim now matches data at reco level —
but the weights are still tied to detector 
effects

same events, carried to gen level

STEP  2 — PUSH  (gen /  part icle level )

Sim gen  vs.  Sim gen × pull wts Classifier 2

learns to generalize the reweighting 
across gen level

Sim gen, reweighted push weights

the unfolded result — a per-event 
weight at particle level, no binning used 
anywhere

Repeat niter times. Each pass sharpens the estimate; the final push weights make MC gen match the real particle -level spectrum.
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H O W  I T  W O R K S

The iteration, precisely
Straight from the omnifold package internals (MultiFold.RunStep1 / RunStep2 / reweight in omnifold.py) — not a simplification.

w_push(0) = 1                                    # start from the unweighted MC prior

for i = 1 .. niter:

# STEP 1 (reco level) — pull the sim toward data

train classifier_1 on   { MC reco, weight = w_push(i-1) }   vs   { Data reco, weight = 1 }

w_pull(i) = w_push(i-1) * f1 / (1 - f1)            # f1 = sigmoid(classifier_1 output)

# STEP 2 (gen level) — push the correction to particle level

train classifier_2 on   { MC gen, weight = 1 }   vs   { MC gen, weight = w_pull(i) }

w_push(i) = f2 / (1 - f2)                         # f2 = sigmoid(classifier_2 output)

return w_push(niter)

The key subtlety: Step 2 always compares against the UNWEIGHTED prior gen, not w_pull directly binned — that's what lets the correction generalize to the full gen-level 
phase space, including events that migrated out of acceptance.
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H O W  I T  W O R K S

Why iterate? A single pass stays biased toward the prior

▪ After one pull+push pass, the result already improves — but it can still lean toward the simulation's original ("prior") shape when that prior 
is far from the truth

▪ Iterating lets each subsequent classifier train on an already-improved sample, progressively erasing that dependence

Iteration 1

residual bias to prior:  55%

Iteration 3

residual bias to prior:  28%

Iteration 6

residual bias to prior:  6%

Schematic (illustrative shrinking gap, not measured values) — grey = truth, orange outline = current estimate.

Practical takeaway: keep niter modest (3–6) and check convergence — see the “Prior Dependence” studies in this talk's inspiration material, e.g. arXiv:2212.08674.
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H O W  I T  W O R K S

Why this scales to many observables at once

▪ The classifier just sees a feature vector — 1 number or 20, 
architecturally it doesn’t matter

▪ No binning of x, so no bins^Ndim blow-up as you add observables

▪ Same code, more columns: pT², then + Δp_T, + rapidity, + cosθ*

▪ Can go all the way to per-particle, point-cloud representations with a 
Point-Edge Transformer (PET) model

NDIM = 1   # p_T² only

NDIM = 2   # + Δp_T (track pT asymmetry)

NDIM = 3   # + rapidity y

NDIM = 4   # + cosθ* (helicity angle)

# same MultiFold call at every NDIM —

# only the observable array width 

changes

From UnfoldJpsiMid.ipynb — the dimensionality switch used in the case study

This is the key structural difference from binned methods: dimensionality is a modeling choice, not a computational wall.
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H O W  I T  W O R K S

Multidimensionality is the whole point

Binned unfolding: bins^Ndim

NDIM = 1  (pT² only) 6 bins

NDIM = 2  (+ Δp_T) 6² = 36 bins

NDIM = 3  (+ rapidity y) 6³ = 216 bins

NDIM = 4  (+ cosθ*) 6⁴ = 1 296 bins

With ~10⁵–10⁶ fiducial MC events (BINS from UnfoldJpsiMid.ipynb), 1 296 bins 
leaves only tens of events per bin — the response matrix becomes too sparse to 
invert reliably, before efficiency losses are even counted.

OmniFold: one feature vector

x = (pT², Δp_T,

y, cosθ*) → MLP(4) →
one

weight

▪ Zero bins, ever — the network reads the whole vector at once, so 
correlations between observables are learned automatically, not thrown 
away

▪ Going from 1D to 4D changes exactly one integer (nvars) and one array 
width — the algorithm itself doesn't change

▪ Point-cloud models (PET) push this to hundreds of dimensions per 
event
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H O W  I T  W O R K S

Proof: OmniFold recovers a correlation, not just a shape
A second, genuinely trained toy — this time 2D. Real omnifold package, synthetic data, trained live for this talk.

x1, x2 are generated INDEPENDENTLY in the MC prior (corr ≈ 0) but genuinely correlated in the “data” (corr = 0.68) — like a real angular/momentum correlation. A 
single joint OmniFold run recovers corr = 0.65. Two separate 1D unfolds of x1 and x2 would get each marginal right and still miss this entirely — there's no bin 
combination that captures a correlation you never modeled jointly.
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H O W  I T  W O R K S

What you need, and the tool that does it

Ingredients

1 Paired MC
simulation with both reco and gen stored per event, 

spanning the phase space the data lives in

2 Two classifiers
small neural nets (MLP is enough to start; PET for point 

clouds)

3 A “data” sample
real data — or a held-out pseudodata split — at reco level 

only

The omnifold package

pip install omnifold

# or clone: github.com/ViniciusMikuni/omnifold

from omnifold import DataLoader, MLP, MultiFold

mc   = DataLoader(reco=mc_reco, gen=mc_gen,

normalize=True)

data = DataLoader(reco=data_reco, 

normalize=True)

model1, model2 = MLP(ndim), MLP(ndim)

mf = MultiFold("name", model1, model2,

data, mc, niter=5)

mf.Unfold()

weights = mf.weights_push
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L I V E  T O Y  E X AM P L E

A minute of proof, before the real physics
Synthetic 1D observable — a mismodeled MC prior, plus a smeared detector response. Trained live with the real omnifold package for this talk.

▪ MC prior (blue) shape doesn’t match the data’s true 
shape — mismodeling

▪ Data reco (orange fill) is also smeared away from its 
own truth

▪ Comparing reco data to gen-level MC directly — the 
standard naive mistake — is wrong twice over
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L I V E  T O Y  E X AM P L E

OmniFold recovers a truth it was never shown

▪ The green truth curve was hidden from training 
entirely

▪ After 6 iterations, the orange “OmniFold unfolded” 
curve — MC gen events, reweighted — tracks it 
closely

▪ This is exactly the closure-test pattern you’ll reuse on 
the real J/ψ data later

Small residual bias in the lowest bin is realistic — a reminder that 
iteration count and statistics matter, and why closure tests exist.
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D I AG N O S T I C S

Migration matrices: purity & efficiency

▪ Purity (per reco bin): of events reconstructed here, what fraction truly 
belong here?

▪ Efficiency (per gen bin): of events truly in this bin, what fraction were 
reconstructed here?

▪ Off-diagonal weight = “migration” — the thing unfolding corrects for

Always plotted before AND after unfolding, as a diagnostic — never as the 
correction itself. OmniFold never inverts this matrix; it reweights events directly.
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P H Y S I C S  M O T I V AT I O N

Case study: coherent J/ψ photoproduction in ALICE UPC

▪ Ultra-peripheral Pb–Pb collisions: photon-induced J/ψ → μ⁺μ⁻ at 
midrapidity

▪ MC: LHC25g15 — STARlight generator + GEANT4 transport, via the 
O2 framework

▪ The coherent process leaves a diffractive pattern in p_T² (∝ |t|) — a 
probe of the nuclear gluon distribution

▪ Detector resolution smears exactly this pattern, washing out the dips 
unfolding needs to recover

Schematic illustration, not a fit to data — the shape unfolding needs to protect.

This is why unfolding is essential here, not optional: the physics signal you care about is precisely what smearing degrades.
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C AS E  S T U D Y

What UnfoldJpsiMid.ipynb gets right

1 Real ROOT data, start to finish
Every step — from the raw O2truetwotrack tree to the final closure test — runs on actual data, not a synthetic stand-in

2 Modern API
DataLoader / MLP / MultiFold — the same classes used throughout this talk

3 Fiducial cuts + train/test split
An honest 80/20 split, so the closure test never touches training data

4 Migration matrices
Purity and efficiency plotted before and after unfolding, as a diagnostic

5 Closure test on the real observable
Not a synthetic toy — the actual p_T² spectrum, held out and recovered

6 Scales 1D → 4D via one switch
NDIM controls everything; the algorithm itself never changes

The complete, reproducible template — that's what the rest of this talk walks through, step by step.
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C AS E  S T U D Y

The J/ψ pipeline, end to end
Every step below is real, working code from UnfoldJpsiMid.ipynb.

1

Load MC tree

& validate branches

2

Compute observables

mass, pT², Δp_T, y, cosθ*

3

Fiducial cut

→ 80/20 split: MC train / pseudodata

4

Migration matrices

before unfolding

5

Run OmniFold

MultiFold, 2 MLPs, niter iterations

6

Migration after

+ closure test vs. pseudodata truth

LIVE DEMO — PAUSE HERE.  Have UnfoldJpsiMid.ipynb open in PyCharm now. The next four slides each name the cell to run live.
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C AS E  S T U D Y  ·  C O D E

Step 1–2: load the tree, compute the physics

rootfile = uproot.open(ROOT_FILE)

tree = rootfile[TREE_PATH]  # O2truetwotrack

data = tree.arrays(library="np")

NDIM = 1        # p_T² only

BINS = [0, 0.001, 0.002, 0.004,

0.006, 0.008, 0.012]

track_branches = [k for k in data if any(

t in k for t in ("Trk","Daug","Mother"))]

# verify every entry has exactly 2 daughters

# before fixed-index slicing ([:, 0], [:, 1])

Observables computed per event

p_T²  =  (px₁+px₂)² + (py₁+py₂)²

Δp_T  =  |p_T,₁ − p_T,₂|

y  =  ½ ln[(E+p_z) / (E−p_z)]

M²  =  (ΣE)² − (Σpx)² − (Σpy)² − (Σpz)²

cosθ* is computed in the pair's helicity rest frame (boost along the pair 
momentum, then project) — full derivation in omnifold.py's caller, the notebook.

LIVE DEMO — PAUSE HERE.  Run cells 1–4 in the notebook — load the ROOT file, list branches, compute mass / pT² / Δp_T / y / cosθ*.
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C AS E  S T U D Y  ·  C O D E

Step 3: split before you train — build an honest test set

fid = (pt2_gen < PT2_CUT) & (pt2_reco < PT2_CUT)

fid_indices = np.where(fid)[0]

idx_mc, idx_test = train_test_split(

fid_indices, test_size=0.2,

random_state=RNG_SEED)

# idx_mc   -> training MC (has gen truth)

# idx_test -> "pseudodata": reco level feeds

#             the algorithm; gen truth is kept

#             aside for the closure test later

Why split MC in two?

▪ 20% of MC stands in for “data” — only its reco level feeds 

the algorithm

▪ Its gen-level truth is kept aside, unused, purely to grade 

the unfolding afterward

▪ Passing this closure test is the prerequisite before trusting 

the method on real collision data

LIVE DEMO — PAUSE HERE.  Run cell 5 — the fiducial cut and the 80/20 train_test_split.
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C AS E  S T U D Y  ·  C O D E

Step 4–5: migration diagnostics, then unfold

pseudo_data = of.DataLoader(reco=test_obs_reco, normalize=True)

training_mc = of.DataLoader(reco=mc_obs_reco, gen=mc_obs_gen, normalize=True)

model1, model2 = of.MLP(NDIM), of.MLP(NDIM)

omnifold_object = MultiFold(

"JpsiPt2Mid", model1, model2, pseudo_data, training_mc,

batch_size=512, niter=5, epochs=10,

weights_folder="weights", lr=5e-5, verbose=True,

)

omnifold_object.Unfold()

Purity / efficiency BEFORE unfolding use the same compute_migration / plot_matrix helpers from slide 17 — applied per-variable once NDIM ≥ 2.

LIVE DEMO — PAUSE HERE.  Run cells 6–9 now — start MultiFold.Unfold() training. On the real ROOT files this takes a few minutes; keep talking 
over it (next slide covers the payoff while it finishes).
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C AS E  S T U D Y  ·  R E A L  F I G UR E

Real result: migration matrices from the J/ψ tree
From UnfoldJpsiMid.ipynb, run on the actual O2truetwotrack tree — not the generic schematic on slide 17.

REAL RESULT

Purity, p_T² (NDIM = 1) — Step 4, slide 23

REAL RESULT

Efficiency, p_T² (NDIM = 1) — Step 4, slide 23

Reading it: the lowest p_T² bin is both pure (76%) and efficient (70%) — but both fall off toward the highest bin (49% / 71%), exactly where migration is worst and the 
closure test (next slide) has the most work to do.
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C AS E  S T U D Y  ·  C O D E

Step 6: the payoff — per-event weights and closure

w_unfolded = omnifold_object.weights_push

# one weight per MC-gen event

plt.hist(mc_pt2_gen, bins=BINS, density=True,

weights=w_unfolded, histtype="step",

label="OmniFold unfolded")

Reading the result

▪ weights_push is unbinned — pick any binning afterward, 

or none, for multi-dimensional correlations

▪ Compare against test_pt2_gen (pseudodata truth), 

exactly like the toy demo on slide 16

▪ The same weights redraw the migration matrix “after,” as 

a second diagnostic

Same pattern, real data. Identical structure to slide 16's closure test — prior, hidden 
truth, pre-unfold reco, unfolded result — now with real ALICE UPC J/ψ events.

LIVE DEMO — PAUSE HERE.  Run the final cells now and plot the closure test — compare the live curve on your screen to the toy version on slide 
16.
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C AS E  S T U D Y  ·  R E A L  F I G UR E

Real result: closure test on J/ψ p_T² (NDIM = 1)
The single-observable version of the plot on slide 16 — but on the real pseudodata split from Step 3, not a synthetic toy.

REAL RESULT

plt.hist(mc_pt2_gen, weights=w_unfolded) vs. pseudodata truth vs. MC prior — Step 6, slide 25

Reading it: the orange OmniFold curve tracks the green pseudodata truth across every bin — including the steep diffractive fall-off — while the pre-unfolding reco 
spectrum (dotted red) sits visibly off it. Same pattern as the toy on slide 16, now on real J/ψ kinematics.
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C AS E  S T U D Y  ·  M UL T I D I M E NS I O N A L I T Y

The real payoff: one joint fold, four observables at once
Set NDIM = 4 (slide 21) and rerun Steps 3–6 unchanged — the SAME weights_push array closes all four observables simultaneously.

REAL REAL

REAL REAL

One NDIM = 4 fold. Same weights_push array, four observables — every one closes, together, in a single run.
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G E T T I N G  S T A R T E D

Run it yourself

1 Clone the repo

git clone https://github.com/rolavick/AliceUnfolding.git

2 Launch the notebook

.venv.Python313/bin/jupyter notebook UnfoldJpsiMid/UnfoldJpsiMid.ipynb   (pip install omnifold, or clone 

github.com/ViniciusMikuni/omnifold yourself — see slide 14 — plus uproot scikit-learn matplotlib)

3 Point at your own tree

Set ROOT_FILE / TREE_PATH; check branch names match your production

4 Start small, then scale

Confirm the closure test passes at NDIM = 1 before raising NDIM

5 Watch the weights/ folder

One .weights.h5 + .pkl per iteration/step — training is resumable via start=

Budget: a few minutes per iteration on CPU for a single observable with ~10⁵–10⁶ MC events; more for higher NDIM or PET-based point-cloud models.

Roman Lavička DUCD 2026 28 / 30



C H E C K LI S T

Before you trust it on real data

1 normalize=True
on every DataLoader — OmniFold compares sums of weights, so scale matters

2 Closure-test first
on a held-out MC split, exactly like slide 25, before touching real data

3 Keep niter modest (3–6)
and watch validation loss — more iterations isn’t always better

4 MC must cover the data’s phase space
migration matrices tell you where it doesn’t

5 Weights are unbinned
bin only for plotting or comparison, never internally

One iterative reweighting method, unbinned, that scales from a single observable to an entire particle-level event.
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References & where to go next

Original paper Andreassen, Komiske, Metodiev, Nachman, Thaler — Phys. Rev. Lett. 124, 182001 (2020) · arXiv:1911.09107

Original repository github.com/ericmetodiev/OmniFold — includes a Binder demo

pip package used here github.com/ViniciusMikuni/omnifold — pip install omnifold, or clone + pip install -e .

First MultiFold on real collider data H1 Collaboration preliminary result — H1prelim-21-031

This repository UnfoldJpsiMid.ipynb · OmniFold/README.md

Further reading on the method See doc/talks/ in this repo — LHCP & PHYSTAT talks by Diefenbacher, Plehn, Huetsch

Questions?
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